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Abstract—Approximate nearest neighbor search (ANNS) is a
key primitive in vector databases, but remains inefficient on CPUs
due to high memory traffic and wasted computation on non-
nearest candidates. Recent near-memory processing (NMP) ac-
celerators reduce data movement by moving distance evaluation
near memory and employ early termination (ET) to prune non-
promising candidates. However, they still rely on multiplication-
heavy datapaths in both distance evaluation and ET, shifting the
bottleneck from memory access to rank-side computation.

We present MFNNS, a multiplier-free NMP accelerator for
graph-based ANNS. MFNNS is built on two key ideas. First, it
leverages floating-point multiplication approximation (FPMA) to
replace multiplication in distance evaluation, and further special-
izes the design for the square-dominated structure of ℓ2 distance,
reducing compensation from a generic 2D table to a compact 1D
lookup. Second, it exploits exponent-domain information as a
lightweight signal for pruning, and redesigns early termination
(ET) as order-preserving screening using sign/exponent metadata.
This allows many non-promising candidates to be filtered before
full-distance evaluation. MFNNS further co-designs the NMP
architecture, data layout, and access policy to expose screening
metadata early and reduce unnecessary payload accesses. At 90%
recall, MFNNS improves energy efficiency by 5.23× over the CPU
baseline and 26.06× over the GPU baseline. Compared with the
state-of-the-art NMP accelerator, MFNNS delivers 1.8× higher
throughput and 3.18× better area efficiency. MFNNS is open-
sourced at https://github.com/CLab-HKUST-GZ/micro59-mfnns.

I. INTRODUCTION

Approximate nearest neighbor search (ANNS) underpins
modern vector databases and powers applications such as
information retrieval [1], recommendation systems [2]–[4],
and retrieval augmented generation (RAG) [5]–[7]. Although
graph-based ANNS (GANNS) [8], [9] prunes the search space
through selective graph traversal, search remains dominated
by distance computation because each visited candidate still
requires fetching high-dimensional vectors from DRAM and
comparing them against the query. As a result, even opti-
mized CPU implementations remain fundamentally limited by
memory bandwidth rather than compute throughput, because
distance evaluation exposes very low arithmetic intensity.

Near-memory processing (NMP) [10]–[15] is a promising
approach to addressing the memory bottleneck in GANNS,
as it exploits the internal bandwidth of DRAM. Recent
NMP-based GANNS accelerators accordingly push distance
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evaluation into the DIMM buffer chip [16], [17]. However,
once off-chip data movement is reduced, throughput becomes
increasingly constrained by the arithmetic resources replicated
near memory, making memory-side compute efficiency a first-
order design concern.

Early termination (ET) [18]–[20] is a natural complement
to NMP because it can reject non-promising candidates be-
fore their full vectors are fetched. Existing NMP designs
accordingly incorporate ET to improve throughput [16], but
they remain multiplier-intensive in both paths. First, distance
evaluation still relies heavily on floating-point (FP) multipliers
replicated across the buffer chip. Second, ET itself remains
too costly, because it is invoked for every visited candi-
date across multiple rounds of data fetching, its cumulative
compute overhead can be substantial, especially in existing
designs that prune candidates through repeated partial-distance
updates dominated by FP multiplications over fetched vector
prefixes [16]. Taken together, existing NMP-based accelerators
alleviate the bandwidth bottleneck of CPU-based GANNS
largely by replacing it with a compute and area bottleneck
centered on FP multiplication.

Our key insight is that GANNS is inherently approxi-
mate and primarily requires sufficient ordering fidelity to
preserve retrieval quality. This tolerance reduces the need
for exact FP arithmetic and opens two complementary op-
portunities. For distance evaluation, approximate multiplica-
tion becomes viable as long as candidate ordering remains
stable. Floating-point multiplication approximation (FPMA)
has shown promising results in neural networks [21], [22],
motivating the investigation of whether similar approximation
can preserve ranking quality in GANNS with much lighter
hardware. For ET, the goal is not accurate partial-distance
accumulation but cheap screening that separates clearly non-
promising candidates from competitive ones early. This sug-
gests that ET can be driven by sign and exponent information,
rather than by repeated multiplication-heavy partial updates.
These observations motivate a GANNS-specific NMP design
that rethinks approximate distance evaluation and low-cost ET.
• We develop a multiplier-free approximate distance computa-

tion mechanism for GANNS that removes FP multiplication
from the distance evaluation path, enabling lightweight
distance computation while preserving ranking quality.

https://github.com/CLab-HKUST-GZ/micro59-mfnns


• We propose an exponent-only early termination mechanism
for GANNS that prioritizes order preservation over absolute
bound tightness, enabling most non-promising candidates to
be pruned without mantissa fetches or FP partial updates.

• We co-design the NMP architecture, data layout, and access
policy through a metadata-payload split organization and
an ET-aware open-row policy, translating cheap screening
decisions into reduced DRAM traffic and row activations.

• Comprehensive experiments show that MFNNS delivers
average speedups of 29.9× over the CPU baseline and
1.81× over the GPU baseline, while improving energy
efficiency by 5.23× and 26.06×, respectively. MFNNS also
outperforms state-of-the-art NMP accelerators, achieving
1.8× higher throughput, 3.18× better area efficiency, and
1.74× higher energy efficiency.

II. BACKGROUND AND MOTIVATION

A. Graph-based ANNS (GANNS)

Given a vector database V = {v1, v2, . . . , vN} and a
query vector q, where each vector has D dimensions, nearest
neighbor search (NNS) retrieves the top-k vectors closest to q
under a given distance metric. A widely used choice is squared
ℓ2-distance:

d(E) =

D∑︂
i=1

(qi − vi)
2 (1)

Other similarity measures, including inner product and cosine
similarity, can be reduced to equivalent ℓ2-distance formula-
tions [23]–[25]. A brute-force NNS implementation evaluates
the distance from q to all N vectors, resulting in O(ND)
computation and comparable memory traffic. This exhaustive
search quickly becomes impractical for billion-scale, latency-
sensitive retrieval workloads [26], [27].

Approximate nearest neighbor search (ANNS) reduces
query latency by trading a small loss in accuracy for sub-
stantially less search work [28]–[30]. Among existing ap-
proaches, graph-based ANNS (GANNS) is widely adopted in
modern systems [8], [9], [31]–[33]. As shown in Figure 1a,
the offline stage builds a proximity graph over the vector
database, where each vector is a vertex and edges connect
nearby vertices. During online search, the query traverses this
graph and visits only a small subset of promising vertices
instead of scanning the full database. Figure 1c summarizes
the search procedure. In each iteration, the algorithm expands
the current frontier vertex, fetches its neighbors, evaluates their
distances to the query, and updates the candidate and result
sets. Thus, although GANNS avoids exhaustive comparison,
it still relies on repeated query-to-candidate distance evaluation
during traversal.

A Running Example. As shown in Figure 1b, the online
search starts from the entry vertex V0. Expanding V0 reveals
its neighbors. Since the candidate-set width is two in this ex-
ample, only the two vertices closest to the query Q, namely V1

and V3, are retained as active candidates, while the remaining
neighbor is discarded. Their distances also initialize the current
result set. The search then follows a best-first strategy [34]

For i in iterations:
Neighbors = Get_Neighbors(Frontier) # Fetching neighbors of frontier

   Distances = Eval_Distance(Query, Neighbors) # Distance evaluation
   Frontier = Update(Distances, Result) # Update candidate and result
return TopK(Result) # return the top-k vertices
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Fig. 1. Illustration of Graph-based ANNS.
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Fig. 2. Runtime breakdown of graph-based ANNS on CPU and GPU
platforms. Distance computation is divided into accepted candidates that
survive frontier update and rejected candidates that are visited but ultimately
discarded.

and expands the closer candidate, V3, which reveals two new
neighbors, V4 and V5. These newly discovered vertices are
inserted into the candidate set, and their distances to Q are
compared against the current worst result. In the illustrated
state, the candidate set contains {V4, V5}, while the result set
remains {V1, V3}. Any candidate that improves the current
results is retained for further expansion.

B. Bottlenecks of Graph-based ANNS

When running GANNS on CPUs or GPUs, a large fraction
of execution time is spent on query-to-candidate distance eval-
uation, including both vector fetch and arithmetic cost [19],
[35]. To better understand this bottleneck, we profile repre-
sentative GANNS implementations. As shown in Figure 2,
distance evaluation dominates online search, accounting for
over 75% of end-to-end runtime in hnswlib [8] on CPUs and
around 68% in CAGRA [9] on GPUs. More importantly, a
substantial fraction of this cost is spent on rejected candidates
rather than useful survivors. This inefficiency stems from the
execution pattern of graph traversal: each expansion fetches
vector elements and evaluates the distances of the current
candidate and its neighbors, but many of these visited can-
didates do not survive frontier update. Therefore, accelerating
GANNS requires not only efficient distance evaluation, but
also effective early termination to filter out non-promising
candidates before incurring full distance cost.

C. Near-Memory Processing for GANNS

Near-memory processing (NMP) [10]–[13], [36], [37] is
particularly attractive for GANNS because online search re-
peatedly fetches vectors from memory, making data movement
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floating-point multiplication in both distance evaluation and pruning with
hybrid partial-dimension/bit early termination (ET).

a bottleneck. Prior NMP-based GANNS accelerators [16]
therefore commonly combine two complementary ideas: near-
memory distance evaluation to reduce data movement, and
early termination (ET) [18]–[20], [38], [39] to reduce unnec-
essary processing of ultimately discarded candidates.

Tackling Memory Bottleneck with NMP. Prior NMP-
based GANNS accelerators [16], [17] push distance evaluation
toward the memory side, typically by distributing vectors
across ranks and processing them in parallel near memory.
This improves bandwidth efficiency and reduces the cost of
vector fetch and distance evaluation for each visited candidate.
However, NMP reduces the cost per evaluated candidate
rather than the number of visited candidates themselves. Since
graph traversal still explores many vertices that are ultimately
discarded, near-memory execution alone cannot fully eliminate
the inefficiency of candidate evaluation.

Reducing computation via early termination (ET). As
shown in Figure 2, most candidates are ultimately discarded,
so reducing unnecessary data fetches is a promising way to
improve performance. Because each DRAM fetch returns part
of vector data, ET incrementally estimates an informative
lower bound after each fetch and uses it to determine whether
a partially observed candidate can still remain competitive.
Once the bound indicates that it cannot, the remaining fetches
for that vector are terminated. This makes ET particularly at-
tractive for NMP, where early rejecting directly avoids further
memory accesses.

D. Limitations of Existing NMP-Based GANNS

Prior NMP-based GANNS accelerators reduce data move-
ment, but they do not eliminate the dominant arithmetic
cost. As shown in Figure 3a, their operating points already
approach the compute roof, and ET pushes them further toward
higher arithmetic intensity and deeper into the compute-bound
regime across four datasets. The root cause is that costly FP
multiplication remains in both distance evaluation and ET-
based pruning.
• Inefficiency #1: Multiplier-Intensive Distance Evalua-
tion. Even after distance evaluation is pushed closer to mem-
ory, the evaluation path remains multiplier-intensive. Under
ℓ2-distance, distance evaluation must compute and accumulate
per-dimension squared-difference terms, making FP multi-
plication a major component. This cost is further amplified
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in NMP-based GANNS, where the same compute path is
replicated across many ranks under tight area and power
budgets. For example, ANSMET [16] processes each fetched
64 B block with a 16-wide multiplier-and-adder array in a
DRAM rank. Therefore, while NMP alleviates data movement
overhead, the distance evaluation path still incurs substantial
multiplier cost, which limits overall efficiency.
• Inefficiency #2: Multiplier-Intensive ET. ET reduces un-
necessary data fetches, but it is not free. Because ET is invoked
for every visited candidate across multiple data-fetch rounds,
its cumulative compute cost can be substantial. The state-
of-the-art NMP GANNS design [16] employs hybrid partial-
dimension/bit ET, which requires 512

Bitstep FP multiplications per
64 B DRAM fetch, where Bitstep denotes the number of bits
fetched per dimension in one access. As shown in Figure 3b,
enabling this ET consistently increases the total number of
FP multiplications across all evaluated settings. The benefit of
ET therefore depends not only on reducing data movement,
but also on keeping multiplication overhead low; otherwise,
overall performance becomes sensitive to multiplier overhead.

III. TOWARDS LIGHTWEIGHT NMP-BASED GANNS

Our key idea is that the search quality of GANNS depends
on retrieval outcomes rather than exact intermediate distance
values. This tolerance allows prior NMP-based designs to
reduce rank-side arithmetic cost in both distance evaluation
and ET.

A. Insights on Multiplier-Free GANNS

We derive two insights toward lightweight, multiplier-free
NMP-based GANNS.
• Insight #1: Distance evaluation can be made multiplier-
free with FPMA. GANNS is tolerant to moderate arithmetic
imprecision because search quality depends primarily on pre-
serving the ranking and retention of promising candidates
during traversal, rather than on the exact numerical value of
every query-to-candidate distance. This suggests that exact FP
multiplication can be relaxed as long as approximate distance
computation preserves retrieval-relevant ordering. This obser-
vation motivates us to explore floating-point multiplication ap-
proximation (FPMA) [21], [22], [41], [42] for GANNS. FPMA
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replaces FP multiplication with low-cost integer-domain addi-
tions by approximating multiplication in the log domain, while
retaining standard FP encoding. Prior work further improves
FPMA accuracy with compensation structures, trading some
additional hardware cost for better approximation quality. As
shown in Figure 4, compared with a DW FP16 multiplier [40],
FPMA16 with a 16×16 compensation table achieves 3× area
reduction and nearly 5× power reduction, indicating strong
hardware-cost potential for GANNS.
• Insight #2: ET can be made multiplier-free with
exponent-domain ordering. ET in GANNS is fundamentally
a screening problem: its goal is not to compute an accurate
distance, but to decide whether a candidate is clearly non-
promising before full-distance evaluation. For this purpose,
the key requirement is not a precise numerical estimate, but
a cheap signal that preserves enough ordering information
to distinguish weak candidates from competitive ones. This
creates an opportunity to derive the screening signal directly
from sign and exponent metadata. Because the exponent
captures order-of-magnitude information, coarse competitive-
ness can be estimated in the exponent domain without FP
multiplication. For example, the scale of a product can be
approximated as

log2 |xy| ≈ (Ex −B) + (Ey −B), (2)

which requires only integer-domain additions. Applied to ET,
this suggests that sign/exponent can provide a much cheaper
screening signal than conventional partial-distance updates,
while still preserving useful ordering information for pruning.

B. Challenges of Multiplier-Free NMP GANNS

While the above insights suggest the promise of multiplier-
free NMP-based GANNS, turning them into a practical rank-
side design remains non-trivial.
• Challenge #1: How to preserve retrieval fidelity with low-
overhead multiplier-free distance evaluation. Prior FPMA
designs are not directly suitable for GANNS. In nearest-
neighbor search, distance errors can perturb candidate ordering
and thus degrade recall. However, improving approximation
fidelity usually requires larger error compensation structures,
which increase area and power overhead. This creates a key

challenge for rank-side NMP: how to achieve the fidelity
required by GANNS without losing the hardware-efficiency
benefit of multiplier-free computation.
• Challenge #2: How to make exponent-domain infor-
mation useful for ET. Exponent-only estimates are not di-
rectly usable as drop-in replacements for conventional lower
bounds, because they are often too loose to trigger effec-
tive threshold-based pruning. The challenge is therefore not
to make exponent-domain signals numerically tight, but to
redesign ET around the information they preserve reliably,
namely coarse candidate ordering.
• Challenge #3: How to translate lightweight screening
into real system-level gains. Lightweight screening alone
does not automatically improve overall search efficiency. To
avoid unnecessary full-vector retrieval, useful screening infor-
mation must be exposed early in the access flow, while surviv-
ing candidates must still proceed to full distance evaluation.
The challenge is therefore to co-design the NMP architecture,
data layout, and access policy so that lightweight screening
translates into real memory-traffic reduction and end-to-end
speedup.

IV. MFNNS SOLUTION OVERVIEW

To address the above challenges, we propose MFNNS,
a lightweight NMP-based GANNS accelerator that removes
multiplier overhead from both the distance-evaluation path and
the ET path, while co-designing the memory system to expose
and exploit pruning opportunities. MFNNS consists of three
tightly coupled components:
• Square-specialized multiplier-free distance evaluation
with FPMA. MFNNS introduces a GANNS-oriented
multiplier-free distance engine based on FPMA, but does not
directly adopt prior generic designs. Instead, it specializes
the approximation for squared-difference computation in ℓ2-
distance evaluation, converting generic multiplication-oriented
compensation into a more compact square-specialized form.
This enables MFNNS to better balance retrieval fidelity and
hardware overhead for GANNS.
• Order-preserving multiplier-free ET. MFNNS derives a
lightweight screening signal directly from sign/exponent meta-
data using only integer-domain additions. Rather than treating
exponent-only estimates as conventional threshold-style lower
bounds, MFNNS redesigns ET as order-preserving screening:
candidates that are clearly non-promising are filtered early
based on coarse ordering information, while potentially com-
petitive candidates are retained for full-distance evaluation.
• ET-aware NMP architecture and memory organization.
MFNNS further co-designs the NMP architecture, data lay-
out, and access policy so that lightweight ET leads to real
system-level benefit. In particular, MFNNS exposes low-cost
metadata early, separates screening from full-vector retrieval,
and organizes memory accesses to improve row locality and
reduce unnecessary payload fetches. This allows algorithmic
pruning opportunities to be converted into tangible memory-
traffic reduction and performance improvement.
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Figure 6 illustrates the overall workflow of MFNNS. For
each visited candidate, MFNNS first fetches lightweight meta-
data and performs exponent-domain screening. Candidates
identified as clearly non-promising are filtered early, avoid-
ing unnecessary payload accesses and distance computation.
The remaining candidates then proceed to multiplier-free dis-
tance evaluation using the square-specialized FPMA engine.
Through this three-way co-design across distance evaluation,
ET, and memory organization, MFNNS reduces rank-side
multiplier overhead while improving both search efficiency
and system efficiency.

V. SPECIALIZED FPMA FOR GANNS DISTANCE
COMPUTATION

A. FPMA Preliminaries

Prior FPMA approximates FP multiplication by converting
magnitude multiplication into addition in the log domain [21],
[22], [41], [42]. For a normalized floating-point value x =
(−1)Sx ·2Ex−B ·(1+Mx), prior FPMA uses the approximation

log2(1 +Mx) ≈ Mx (3)

to represent multiplication with low-cost exponent/mantissa
additions. For a product r = x · y, this yields

R = X + Y −B, (4)

where X = Ex + Mx, Y = Ey + My , and R = Er + Mr

denote fixed-point concatenations of exponent and mantissa
fields. Prior work [21] further introduces compensation tables
to reduce approximation error, trading additional hardware
overhead for higher accuracy.

However, FPMA is useful only if it preserves the candidate
ordering needed to maintain recall of GANNS. The following
analysis first bounds the numerical fidelity required by recall,
then shows why generic FPMA remains limited by a large
compensation structure, and derives a square-specialized dis-
tance primitive that aligns the approximation hardware with
the dominant arithmetic pattern of GANNS. Finally, Sec-
tion V-E analyzes how bounded FPMA error affects GANNS
traversal.

B. Accuracy Requirements

We evaluate the impact of numerical variations on GANNS
performance using HNSW [8], a representative GANNS algo-
rithm, under experimental setup detailed in Section VIII-A3.
Our goal is to identify the minimum numerical fidelity required
by recall, and then examine whether FPMA can satisfy this
requirement efficiently.
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Robustness to Reduced Precision. We first evaluate the
sensitivity of GANNS to reduced numerical precision by
quantizing vectors during search stage to several formats, using
FP32 as baseline and comparing against FP16, FP8, and
INT8. As shown in Figure 7, FP8 and INT8 often incur sub-
stantial recall degradation, whereas FP16 and higher-precision
formats maintain stable recall. This establishes a clear lower
bound on the numerical design space: except for datasets that
are naturally amenable to lower-precision representations (e.g.,
SF), the distance-evaluation datapath should retain at least
FP16-class dynamic range to avoid significant recall loss.

Compensation Requirements for Generic FPMA. This
FP16-class requirement naturally raises the next question: can
generic FPMA provide comparable retrieval quality at lower
hardware cost? As shown in Figure 7, the answer is partially
yes. FPMA16 maintains near-FP16 recall only when equipped
with a relatively large 2D compensation table. In particular,
a 16 × 16 table preserves recall close to FP16, whereas
smaller tables such as FPMA16-4x4 and FPMA16-2x2 incur
substantial accuracy loss. Thus, although generic FPMA can
in principle meet the fidelity requirement of GANNS, doing
so still requires nontrivial compensation hardware.

Together, these results reveal the key tension in GANNS
distance computation: preserving recall requires FP16-class
numerical fidelity, yet generic FPMA achieves this only with
a relatively large 2D compensation table.



C. Motivation for Square-Specialized FPMA

Although FPMA16 with a 16 × 16 compensation table
significantly reduces multiplication cost, the 2D table still
dominates the design, occupying more than half of the FPMA
multiplier area in the 16 × 16 configuration, as shown in
Figure 8. This is inefficient for GANNS distance evaluation,
whose dominant arithmetic pattern is per-dimension squaring
of the residual term (qi−vi)

2 rather than general multiplication
between two independent operands.

Let ri = qi − vi denote the normalized floating-point
residual in each dimension. In generic FPMA (Figure 4a),
compensation depends on the mantissa pair of the two inputs,
so the compensation table is indexed by the leading MSBs of
both mantissas to cover arbitrary operand combinations. For
r2i , by contrast, both inputs are identical and share the same
mantissa Mr. Compensation therefore collapses from a two-
operand problem to a one-operand one, and the lookup needs
to be indexed only by the leading MSBs of Mr.

As a result, squaring requires only the diagonal entries of
the original 2D compensation table. The compensation path
can thus be reduced to a compact 1D lookup indexed by the
leading MSBs of Mr. This observation naturally leads to a
square-specialized FPMA design: by aligning the compensa-
tion structure with the square-dominated computation pattern
of GANNS distance evaluation, MFNNS avoids the cost of
a generic 2D table while preserving the accuracy benefits of
compensation.

D. Square-Specialized FPMA Primitive

Based on the above observation, we construct a square-
specialized FPMA primitive for per-dimension GANNS dis-
tance evaluation. As shown in Figure 9, the computation first
forms the residual ri = qi − vi through FP subtraction, and
then specializes the approximation path to the square structure
of r2i .

Instead of performing a general two-operand logarithmic
sum, the square unit exploits the fact that both operands are
identical. Specifically, it computes Mr +Mr using a one-bit
left shift by appending a trailing zero to Mr, and then applies a
1D compensation lookup indexed by the leading MSBs of Mr.
As a result, the generic FPMA mantissa-multiplication and
2D-compensation path is replaced by a much simpler square-
specialized datapath.

Although the architecture is optimized for ℓ2-distance, it
also supports inner product (IP) and cosine similarity without
structural modification. Specifically, IP, defined as d(I) =
−
∑︁D

i=1 qivi, can be reduced to an ℓ2-distance computa-
tion [23]–[25]:

−
D∑︂
i=1

qivi = ∥Q− V ∥22/2− (∥Q∥22 + ∥V ∥22)/2. (5)

Given a query, the query norm ∥Q∥22 is a runtime constant
computed once by the host CPU, while the database vector
norms ∥V ∥22 are precomputed offline. Therefore, the accelera-
tor only needs to compute the core ∥Q−V ∥22 term. Similarly,
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cosine similarity, defined as d(C) = d(I)/
√︁
∥Q∥22∥V ∥22, can

be supported either by offloading the final scalar division
to the host CPU or by pre-normalizing the database vectors
offline [16]. Consequently, an ℓ2-based square-specialized dat-
apath is sufficient to support diverse distance metrics without
introducing additional multiplier overhead.

E. FPMA error propagation in GANNS

Square-specialized FPMA introduces bounded distance er-
ror, whose effect on GANNS traversal is limited to narrow
cases where a boundary comparison is reversed. In traversal,
distances only rank candidates for queue updates; therefore,
FPMA can affect candidate membership only if it flips the
comparison between an incoming vertex and the current worst
candidate. In such a case, a less-promising vertex may be
retained. For a per-dimension FP16 residual r = qj − vj ,
we define the relative error of compensated FPMA as σ and⃓⃓⃓ ˜︁r2 − r2

⃓⃓⃓
≤ σr2. Since this error is determined by the FP16

mantissa and the down-sampled compensation table [21], [22],
we can exhaustively enumerate all FP16 mantissa values. With
the 16-entry square compensation table, the worst-case error
is σmax ≈ 1.6% (Figure 10a). Thus, for ℓ2-distance,⃓⃓⃓

˜︁Dist(Q,V )−Dist(Q,V )
⃓⃓⃓
≤ σDist(Q,V ). (6)

During graph traversal, consider the comparison between Vb,
the current worst vertex in the candidate set, and Vc, a vertex
being evaluated for insertion. If the exact distances satisfy
Dist(Q,Vb) > Dist(Q,Vc), FPMA preserves this ordering
when

Dist(Q,Vb)−Dist(Q,Vc) > σ
(︁
Dist(Q,Vb)+Dist(Q,Vc)

)︁
.

(7)
Equivalently, Dist(Q,Vb)

Dist(Q,Vc)
> 1+σ

1−σ ≈ 1.03. Thus, FPMA cannot
change the candidate set update when the boundary distance
gap is larger than about 3% of Dist(Q,Vc). Figure 10b shows
that MSB of r’s mantissa is relatively evenly distributed across
datasets except SF, and the average relative square error is only
σ̄ ≈ 0.36%, corresponding to 0.73% of Dist(Q,Vc). This
condition provides an a priori sufficient criterion for preserving
boundary comparisons when applying FPMA to GANNS. We
further analyze this effect in Section VIII-C2.

VI. MULTIPLIER-FREE EARLY TERMINATION

To reduce the cost of early termination (ET), MFNNS first
explores the most direct multiplier-free strategy: constructing a
lower bound using only sign/exponent metadata. However, al-
though this exponent-only bound is cheap to compute, it is too



loose in magnitude to serve as an effective pruning threshold
in conventional ET. MFNNS therefore reinterprets exponent-
only bounds not as tight thresholds, but as cheap ordering
signals, and builds an order-preserving ET mechanism around
this property.

A. Exponent-Only Lower Bounds

We begin with the most direct multiplier-free ET design:
constructing a lower bound using only sign/exponent metadata,
so that mantissa processing and FP multiplication can be
avoided during screening. This yields a very cheap screening
signal, but its usefulness depends not only on computation
cost, but also on how tightly the resulting bound tracks the
true candidate distance.

For a candidate vector V , the lower bound is an intermediate
result computed from partially fetched data of V and query
Q. Once this lower bound exceeds the current worst result,
the processing of V can be terminated early. We denote this
multiplier-free lower bound as LB(Q,V ). For ℓ2-distance,

Dist(Q,V ) = ∥Q− V ∥22 = ∥Q∥22 + ∥V ∥22 − 2

D∑︂
i=1

qivi (8)

where ∥Q∥22 is constant across all candidates and ∥V ∥22 can be
precomputed and stored for each database vector. Therefore,
lower bound estimation reduces to finding the lower bound of
−2

∑︁D
i=1 qivi. This is the same as in inner-product and cosine-

based search, where the lower bound estimation involves
estimating −

∑︁D
i=1 qivi.

This reformulation allows the distance to be analyzed
through the sum of −qivi. Using the query value qi and only
the sign and exponent fields of vi, we construct a conservative
bound that is safe for pruning and does not require the mantissa
of vi. For the two possible sign relations between qi and vi,
the bound is:

1) Case 1 where sign(qi) ̸= sign(vi)

−qivi = |qi| · (1 +Mvi) · 2Evi
−B ≥ |qi| · 2Evi

−B . (9)

2) Case 2 where sign(qi) = sign(vi)

−qivi = −|qi| · (1 +Mvi) · 2Evi
−B ≥ −|qi| · 2Evi

−B+1.
(10)

In both cases, the bound computation reduces to |qi| · 2n.
Since multiplication by 2n only shifts the exponent of |qi|,
this operation can be implemented as a fixed-point addition
between n and the exponent of |qi|, instead of a mantissa
multiplication. The hardware therefore realizes the bound
through exponent updates and fixed-point additions, avoiding a
mantissa multiplier. Summing the per-dimension bounds over
all dimensions yields a multiplier-free term Binit. Therefore,
for ℓ2 distance, LB(Q,V ) = ∥Q∥22+∥V ∥22+2Binit; for inner-
product and cosine-based search, LB(Q,V ) = Binit.

Although this bound is inexpensive to compute, its absolute
tightness is limited. Across seven datasets, the best ET rate is
only about 20% in Figure 5a, corresponding to only about 10%

DRAM-traffic reduction. Figure 5b explains why: the lower-
bound distribution (green) often remains far from the true-
distance distribution (pink), leaving substantial slack. Because
the bound is too loose in magnitude, magnitude-based ET
rarely rejects candidates effectively. Therefore, the main value
of exponent-only bounds lies not in tight thresholding, but in
the coarse ordering information they preserve.

B. Order-Preserving Screening with LBQueue

Order-preserving observation. Although exponent-only
lower bounds are too loose in magnitude for effective con-
ventional ET, we observe that they still preserve the relative
ordering of distances for most candidate pairs. The desired
relation is

LB(Q,Vi) < LB(Q,Vj) ⇒ Dist(Q,Vi) < Dist(Q,Vj).
(11)

As shown in Table I, across 1000 queries on seven datasets,
more than 84% of candidate pairs satisfy this ordering relation.
The reason is that the exponent captures the dominant scale
of each per-dimension contribution. Although mantissa-level
details are omitted, the exponent alone still reflects the coarse
magnitude of the distance contribution in each dimension.

This observation changes how exponent-only lower bounds
should be used. Since their absolute values are too loose
to serve as effective pruning thresholds, they should not be
treated as conventional lower bounds for magnitude-based ET.
Instead, their value lies in preserving coarse candidate ordering
at low cost. This suggests an order-preserving screening crite-
rion: use exponent-only lower bounds as cheap ranking prox-
ies, and reserve full-distance evaluation only for candidates
that remain competitive under this coarse ordering signal.

LBQueue-based early termination. Based on the above
criterion, MFNNS replaces magnitude-based pruning with
order-based pruning. The key idea is to use the order-
ing information preserved by the exponent-only lower-bound
LB(Q,V ) to determine whether a vector V is competi-
tive. To this end, MFNNS maintains a lower-bound queue,
LBQueue, in parallel with the distance queue, DistQueue.
LBQueue tracks the coarse ordering of currently retained
candidates under the exponent-only lower-bound, while Dis-
tQueue preserves the final ranking based on the full multiplier-
free distance. For candidate V , MFNNS first computes
LB(Q,V ) using signs and exponents only. If LB(Q,V ) >
LBQueue.top(), the candidate is discarded immediately, be-
cause its coarse bound is already worse than the weakest
lower-bound rank among the current survivors. Otherwise, the
candidate passes screening: MFNNS fetches the mantissa pay-
load, computes the full multiplier-free distance, and compares

TABLE I
ORDER-PRESERVING RATIOS ACROSS DATASETS.

Dataset T2I WK GV DP PM W2V SF

Ratio 93.72% 90.80% 84.90% 91.67% 91.88% 94.31% 96.18%
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Fig. 11. LBQueue-based early termination. Showing three outcomes: accept after screening and distance evaluation, reject directly after exponent-domain
screening, and reject after passing screening but failing distance ranking.

it against DistQueue.top(). If the distance is smaller, the
candidate is inserted into DistQueue, and its lower-bound is
inserted into LBQueue; otherwise, it is rejected.

Figure 11 illustrates the control flow with a four-iteration ex-
ample. Iterations I and II follow the accept path. In Iteration I,
the queues are empty, so the lower bound (L0) between Q and
V0 passes the screen trivially, the algorithm evaluates distance
between Q and V0 to get D0, and L0 and D0 are inserted in
LBQueue and DistQueue, respectively. Iteration II shows
the same path after the computation of V0 has finished:
the next candidate V1 again passes Step ➀, enters the full-
distance stage, and inserts L1 and D1. Iteration III shows
the evaluation of V2. The lower bound between Q and V2 is
L2 = 3.41364, which is larger than L1, the top of LBQueue;
V2 is therefore rejected after Step ➀, and skips full-distance
computation. Iteration IV shows the different case. The lower
bound between Q and V3 is L3, and L3 is less than L1, the
top of LBQueue. Therefore, the candidate remains acceptable
under coarse exponent screening and need to evaluate distance
D3(Step ➁). In this case, D3 is larger than D0, the current top
of DistQueue, so it fails the distance test and is rejected at
Step ➂. Neither L3 nor D3 is stored. Across the four columns,
the figure makes the division of labor explicit: LBQueue
removes obviously uncompetitive candidates cheaply, while
DistQueue preserves the final ranking for the cases that are
not terminated.

This design does not require exponent-only lower bounds
to be numerically tight. As long as they preserve coarse
ordering sufficiently well, LBQueue can filter out many non-
promising candidates before mantissa fetch and full-distance
computation. Moreover, as order preservation weakens, prun-
ing aggressiveness can be tuned by adjusting LBQueue.size,
i.e., the length of LBQueue, thus providing an explicit trade-off
between efficiency and accuracy.

VII. HARDWARE ARCHITECTURE

The MFNNS hardware supports the lower-bound and dis-
tance evaluation, while remaining GANNS search operations,
such as graph index traversal, are executed on the host.
Figure 12a illustrates the hardware architecture of MFNNS.

Specifically, each rank integrates a DIMM-level module into
the buffer chip (Figure 12c), along with dedicated hardware
for square computation (Figure 12d), and corresponding in-
struction support for offloading lower-bound and distance
evaluation (Figure 12e).

A. Hardware Modules and Execution Flow
1) DIMM-level Processing Engine (DPE): The DPE (Fig-

ure 12c) consists of the control part and the compute part to
offload lower bound and full distance evaluations. The control
part contains an instruction queue, a parser, and a memory con-
troller; it parses host instructions to extract DRAM addresses
and operation fields, passing them to the memory controller,
which issues ACT/RD/PRE sequences to fetch vector data.
The compute part comprises square units, scale units, and an
adder tree, which are used to calculate either the exponent-only
lower bound or the full distance.

2) Square and Scale Units: As shown in Figure 12d,
Square Unit contains an FP16 adder and a 10-bit fixed-point
adder. The FP adder and 10-bit adder perform the calculation
of (qi − vi)

2, which forms r = qi − vi through FP adder
and then produces an approximate squared term using the 1D
compensation table.

The Scale Unit comprises two 5-bit fixed-point adders
and one shifter. One adder performs lower-bound estimation
by summing the exponents of qi and vi. The other adder,
together with the shifter, converts each squared term, or the
exponent-only lower bound, into a fixed-point value. The unit
stores scaling constants provided by the host instruction and
scales each input by subtracting its encoded exponent from
the selected constant and applying the resulting shift to the
mantissa. The shifted mantissas are then accumulated across
dimensions by a fixed-point adder tree.

The Square and Scale unit supports multiple data types.
For fixed-point inputs, the graph index stores the leading-zero
information during index construction to support the screening
stage. This information acts as an exponent-like term for
the fixed-point value [43]. During the full-distance evaluation
stage, the square unit uses this leading-zero information to
identify the leading one and then uses the subsequent bits to
index the compensation table.
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3) Execution Flow: MFNNS adopts a decoupled host-
DIMM execution model. The host remains responsible for
graph traversal, frontier maintenance, and polling-based re-
sult updates [16], [44], [45], while DPE executes rank-local
screening and distance evaluation.

All commands except PROBE are issued as DDR writes,
whereas PROBE is DDR read. The instruction set contains
five commands. CONFIG initializes the DPE profile, including
the datatype, vector dimension, metric mode, screening mode,
compensation profile, and scale preset. LOADQ streams a query
fragment into the query register of the target DPEs. During
search, whenever the host expands a frontier vertex and forms
a new candidate batch, it issues FRONTIER to update the
current screening threshold TLB and distance threshold TD

for that query, and then issues ENQUEUE to append candidate
vector addresses into the DPE memory-control queue.

After a candidate is enqueued, the DPE executes a two-
stage flow. In stage-one, the memory controller fetches the
signs/exponents of the vector, and the Scale Unit computes the
lower bound. If the result already exceeds the threshold TLB,
the candidate is discarded immediately and no mantissa access
is issued. Otherwise, the same in-flight candidate proceeds to
stage-two: the memory controller fetches the mantissa data,
and the Square Unit, the Scale Unit, together with the adder
tree, compute the distance. The DPE comparator then checks
the final distance against the threshold TD and records the
completed result entry. Finally, the host periodically issues
PROBE to read back completed pending results and merge
them into the host-side result structures.

B. Data Layout and Optimization

Once ET screening and full distance evaluation consume
different vector fields at different frequencies, memory layout
and DRAM row policy should be co-designed accordingly.

Limitations of naive full-vector layout. Figure 13a shows
the naive organization, where the sign/exponent fields and
mantissa fields of each vector are stored together, and full
vectors V1, . . . , Vl are packed sequentially into a row across
the rank. This layout is inefficient for ET screening. The first
ET stage only requires sign/exponent metadata, yet each access
still fetches a full-vector row that includes mantissas. The
resulting access granularity is therefore much larger than the
screening working set.
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Fig. 13. ET-aware data layout optimization.

Metadata–payload split layout. Figure 13b shows the data
layout of MFNNS. MFNNS separates each vector Vi into a
compact metadata block Vi-S/E, formed by concatenating its
per-dimension sign and exponent fields and the precomputed
norm term |Vi|2, and a payload region that stores the mantissa
fields. Instead of storing only l full vectors in one rank row, the
same 8192 B row can now pack sign/exponent metadata blocks
V1-S/E, . . . , Vk-S/E for many more vectors, while the corre-
sponding mantissa payload blocks V1-M, . . . , Vk-M are placed
in separate rows. This organization aligns DRAM layout with
MFNNS two-stage access pattern: ET screening touches only
the compact sign/exponent metadata rows, whereas distance
evaluation fetches mantissa payload rows only for candidates
that are not terminated in the first stage. ET therefore reduces
not only arithmetic work, but also unnecessary DRAM traffic.
The split layout also makes the DRAM open-row policy more
effective. Since a recently activated row is kept open rather
than being immediately precharged, later accesses to the same
row can hit in the row buffer without another activation. Graph
traversal screens neighboring candidates in batches, so first-
stage requests frequently target sign/exponent metadata entries
that reside in the same activated metadata row. Keeping that
row open amortizes row activation over many screenings and
reduces row-buffer miss rates. In contrast, under the naive
full-vector layout (Figure 13a), the same screening stream is
diluted by unused mantissa data and is more likely to spill
across multiple rows. The split layout thus converts screening
locality into DRAM row locality.



VIII. EVALUATION

A. Experimental Setup
1) Implementation: We develop a cycle-accurate simulator

for MFNNS by extending Ramulator 2.0 [46]. To estimate
memory energy consumption, we leverage the DRAM power
model integrated in Ramulator 2.0 [46]. For the SRAM in
DPEs we obtain latency, energy, and area projections using
CACTI [47] under a 28 nm technology node. We implement
square unit, scale unit, instruction queue, and decoder in
Verilog and synthesize the generated RTL targeting a TSMC
28 nm process and a 1 GHz clock frequency. Each DPE
occupies 0.01 mm2 with 16 square units, 16 scale units, an
adder tree, an instruction queue, a decoder and 2KB SRAM,
which is modest relative to the typical ∼100 mm2 area budget
of commodity DIMM buffer chips [16], [48].

2) Baselines: We compare MFNNS against three baseline
categories: CPU, GPU, and prior NMP-based designs under
matched memory-side resources and matched recall.
• CPU Designs: HNSW [8] is evaluated on a CPU using the
configuration shown in Table II.
• GPU Designs: The evaluated GPU designs include CA-
GRA [9], a SOTA GPU-based GANNS framework, and
BANG [24], a GPU-based GANNS framework that supports
billion-scale datasets by offloading vector data to CPU mem-
ory. It is important to note that billion-scale datasets exceed the
memory capacity of a single GPU. Thus, we evaluate CAGRA
on non-billion-scale datasets whose vectors and graph index
fit in GPU memory. The detailed evaluation on billion-scale
datasets is reported separately in Section VIII-B4. All GPU-
side executions use an NVIDIA RTX 6000 Ada GPU. For
BANG, the CPU-side component uses the configuration shown
in Table II.
• NMP Designs: For prior NMP comparison, we use ANS-
MET [16]. We use the hybrid partial-dimension/bit early
termination configuration as in ANSMET [16] and adopt
16-bit FP multipliers and adders for fair area and energy
efficiency comparison. All NMP-based baselines are imple-
mented using the same host CPU and DRAM configuration
(Table II), and are provisioned with the same number of
compute units (MACs, or Square Units in MFNNS) to ensure
a fair comparison at matched recall. HNSW [8] is used as
the representative GANNS algorithm for NMP-based designs.
We evaluate six design points on this common substrate:
NMP-Base offloads distance computation to memory; NMP-
FPMA replaces the baseline distance engine with FPMA;
NMP-FPSA uses the proposed square-specialized FPMA unit;
NMP-FPSA-ET further adds the proposed early termination
mechanism; NMP-Base-ET keeps the baseline FP distance
engine but uses the proposed ET and memory layout; and
MFNNS combines the proposed square-specialized FPMA,
ET, and data-layout optimizations.

3) Datasets & Metrics: We evaluate the proposed archi-
tecture using nine commonly used diverse, real-world vector
datasets summarized in Table III, covering a range of di-
mensionalities, index sizes, and application domains. These

TABLE II
SYSTEM CONFIGURATIONS USED IN EVALUATION.

Component Configuration

Host CPU Intel Xeon Gold 6544Y 16-Core, 3.6–4.1 GHz
48 kB L1-D, 32 kB L1-I, 2 MB L2, 45 MB shared LLC

Memory DDR5-4800, 4 channels × 2 DIMMs × 4 ranks,
8 bank groups × 4 banks, RCD-CAS-RP: 40-40-40

DPEs
32 DIMM-level PE in total, one per rank, 1 GHz
32-entry Inst Queue, 1 Inst Decoder, 2KB SRAM

16 Square Units & 16 Scale Units, 16-input adder tree

TABLE III
ANNS DATASETS USED IN EVALUATION.

Domain Dataset Datatype Distance #Vectors #Dims #Queries Size (GiB)

Text Wiki (WK) FP16 IP 1M 768 1000 1.43
PubMed (PM) FP16 L2 500K 768 1000 0.72

Image

DEEP1B (DP1B) FP16 L2 1B 96 10000 178.81
Txt2Img1B (T2I1B) FP16 IP 1B 200 10000 372.53
DEEP10M (DP) FP16 L2 10M 96 1000 1.79
Txt2Img1M (T2I) FP16 IP 1M 200 1000 0.37
SIFT1M (SF) UINT8 L2 1M 128 1000 0.12

Words GloVe (GV) FP16 IP 2.2M 300 1000 1.23
Word2Vec (W2V) FP16 L2 1M 300 1000 0.56

TABLE IV
PREPROCESSING TIME OF DIFFERENT DATASETS.

Dataset T2I WK GV DP PM W2V SF DP1B T2I1B

Preproc. time (s) 0.03 0.07 0.12 0.13 0.06 0.05 0.02 11.5 15.8
Graph constr. time (mins) 1.14 2.92 5.65 10.92 1.62 1.86 0.93 861 1070

datasets span use cases such as vision, natural language,
and recommendation embeddings. To construct the HNSW
index, we set efConstruction parameter to 100 and limit
the maximum degree to 32 [49]. We tune the other param-
eter efSearch until the recall rate is over 90% [19]. Any
small recall loss of our ET strategy can be compensated by
increasing efSearch and LBQueue.size and reported results
are taken at matched recall, which is further evaluated at
Section VIII-C3. Table IV shows that the extra preprocessing
required by MFNNS is negligible, especially compared with
the unavoidable graph construction time: it reads the vectors,
extracts sign/exponent metadata, packs mantissas into a sep-
arate region, and precomputes the per-vector norm term used
by the IP/L2 reformulation.

B. End-to-End Evaluation

We compare MFNNS against CPU, CAGRA, BANG and
ANSMET under matched compute resources and matched
recall. The evaluation covers end-to-end throughput for k = 5,
k = 10, and k = 100 on non-billion-scale datasets where
CAGRA fits in GPU memory, recall–throughput tradeoffs
on billion-scale datasets, and system-level area and energy
efficiency for k = 10.

1) Throughput Comparison: Figure 14 compares the nor-
malized query-per-second (QPS) of MFNNS against baselines
across seven datasets. Under k = 5, k = 10, and k = 100. At
90% recall, MFNNS achieves the highest end-to-end through-
put across all datasets, delivering a geometric-mean speedup
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of 29.9× over CPU, 10.8× over BANG, 1.81× over CAGRA,
and 1.8× over ANSMET.

The staged comparison from NMP-Base to NMP-FPMA,
NMP-FPSA-ET, and MFNNS shows that this gain comes
from cumulative bottleneck removal. We omit NMP-FPSA
from this chain because it provides the same DPE compute
performance, and thus the same end-to-end performance, as
NMP-FPMA. NMP-FPMA is nearly identical to NMP-Base,
differing only in the multiplier implementation. NMP-FPSA-
ET improves throughput by 1.86×, 1.74×, and 3.32× over
NMP-FPMA at k = 5, k = 10, and k = 100, respectively.
Layout optimization contributes an additional 1.22×, 1.18×,
and 1.06× by improving locality.

2) Area Efficiency: Figure 15 reports the normalized area
efficiency of designs across seven datasets. MFNNS delivers
a 3.18× geometric-mean improvement in area efficiency over
ANSMET, with per-dataset gains ranging from 2.31× on SF
to 4.8× on PM. The staged comparison from NMP-Base to
NMP-FPMA, NMP-FPSA, and MFNNS also shows mono-
tonic gains across all datasets. NMP-FPMA and NMP-FPSA
improve area efficiency by 1.73× and 1.25×, respectively,
over their preceding designs, while MFNNS adds a further
2.06× gain over NMP-FPSA by incorporating ET. Compared
with NMP-Base-ET, MFNNS achieves a dataset-independent
2.16× area-efficiency gain for the smaller multiplier-free DPE
area. Because NMP-FPSA, NMP-FPSA-ET, and MFNNS have
the same DPE area, their improvements in area efficiency are
identical to their throughput improvements.

3) Energy Efficiency: Each MFNNS DPE consumes only
3.8 mW. At the system level, MFNNS achieves a 2.28×
and 2.1× efficiency improvement over NMP-Base and NMP-
FPMA, respectively. Figure 16 reports system-level energy
efficiency across seven datasets. In geometric mean, MFNNS
improves power efficiency (QPS/W) by 5.23× over CPU,
about 26.06× over CAGRA, about 56.97× over BANG, and
1.74× relative to ANSMET. For the SOTA NMP design,
MFNNS sustains 1.2×-2.6× higher QPS/W than ANSMET.
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The staged comparison from NMP-Base to NMP-FPMA,
NMP-FPSA, NMP-Base-ET, NMP-FPSA-ET, and MFNNS
further reveals that compute-only refinements provide in-
cremental gains: NMP-FPMA and NMP-FPSA increase the
geometric-mean QPS/W from 2.3× to 2.49× and 2.51× over
CPU, respectively. The larger improvement emerges after ET-
based designs reduce memory access cost, with NMP-Base-
ET, NMP-FPSA-ET, and MFNNS reaching 4.08×, 4.68×, and
5.23× over CPU. ET provides the main system-level gain,
while MFNNS hardware design provides the remaining 28.1%
improvement over NMP-Base-ET.

Figure 17 shows the total energy breakdown for MFNNS,
comparing with ANSMET and NMP-Base for k = 10.
MFNNS reduces total energy by 58.91% relative to ANSMET
and by 65.77% relative to NMP-Base. The staged ablation
shows that most of this reduction comes from ET: NMP-
Base-ET already lowers energy by 54.1% over NMP-Base.
NMP-FPSA-ET further reduces it by 21.3%, indicating that
compute-side overhead has been largely removed.

4) Performance on Billion-Scale Datasets: Figure 18 re-
ports the recall–throughput curve on DP1B and T2I1B under
both Recall@10 and Recall@100. BANG [24] is used for
billion-scale GPU-side comparison because CAGRA cannot
hold the full billion-scale indexes in GPU memory. Across
the four designs, MFNNS improves throughput over ANS-
MET by 1.26×–1.31× within the overlapping recall ranges.
Specifically, the matched-recall speedups are 1.28× on DP1B
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Recall@10, 1.26× on T2I1B Recall@10, 1.31× on DP1B
Recall@100, and 1.29× on T2I1B Recall@100. MFNNS also
outperforms CPU by 2.41×–4.31× and BANG by 4.54×–
10.95× over their overlapping recall ranges.

5) Comparison with RT-Core-Accelerated ANNS: Fig-
ure 19 compares MFNNS against the design-space frontier of
JUNO++ [50], a SOTA ray-tracing-core-accelerated design for
PQ-based ANNS. The JUNO++ data points are extracted from
the results reported in the original paper. At a high-recall target
of 0.95, MFNNS improves QPS by 1.50×–4.34× over the
high-recall JUNO-H configuration, with a geomean speedup
of 2.39×. This advantage indicates that MFNNS sustains a
stronger high-recall throughput. The benefit is not uniform
across all operating points: part of JUNO-L achieves higher
QPS in the low-recall region.

C. Performance Attribution Analysis

1) Area and Power of DPEs: As shown in Figures 20a
and 20b, MFNNS reduces both area and power consumption
within the DPE through two main optimizations. At the
compute-unit level, its Square Units reduce area by 65.09%
and 34.98%, and power by 66.67% and 25%, compared with
the FP MACs used in ANSMET and a generic FPMA design,
respectively. Replacing the FP adder tree with Scale Units
further reduces both area and power. Together, these opti-
mizations make the DPE both compact and power-efficient:
an MFNNS DPE occupies only 0.01 mm2, improving area
efficiency by 2.2× and 1.2× over ANSMET and NMP-FPMA,
respectively. Such a small footprint aligns well with the tight
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Fig. 20. Area and power improvement of DPE in MFNNS.
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area budget of commodity DIMM buffer chips [16]. Moreover,
the DPE is not limited to GANNS, and can serve as near-
memory extension for vector similarity evaluation, helping
relieve the area and power overhead caused by replicated
memory-side FP multipliers [36], [37].

2) Algorithm Analysis: Table V isolates the retrieval-
quality impact and interaction of FPMA and ET under the
same search budget. All variants use k=10, efSearch=500,
and the size of LBQueue set to efSearch . Relative to FP16,
FPMA reduces recall by an average loss of 0.77%. ET reduces
recall by an average loss of 0.52%. Total average recall loss
is 1.17% when enabling both.

The table also clarifies the interaction between FPMA
and ET. ET computes a signal from sign/exponents, whereas
FPMA is used only for distance evaluation after a candidate
passes ET screening. Empirically, the ET ratios of FP16+ET
and FPMA+ET are nearly identical across all datasets, dif-
fering by at most 0.33% and by only 0.06% on average.
This confirms that FPMA has negligible direct impact on ET
screening decisions.

The remaining interaction is indirect: FPMA can affect
whether a vector updates DistQueue, which can in turn affect
later LBQueue states. This coupling is limited in practice.
Relative to FPMA-only, enabling LBQueue causes at most
0.41% additional recall loss on six of the seven datasets. At
the same time, FPMA+ET sustains a high ET ratio of 68.45%–
85.33%, indicating that LBQueue removes most full-distance
evaluation, while FPMA reduces the cost of the remaining full-
distance computations.

To connect the margin condition in Section V-E with real
traversal behavior, we further log result-boundary comparisons
during search. A risk update occurs when an exact-accepted
candidate lies near enough to the boundary for FPMA to affect
the update decision. Across traversal, only (1.42%) of updates
are at risk, and the actual FPMA-induced candidate-update flip
rate is only (0.236%).

3) Parameter Sensitivity: Figure 21 shows the LBQueue
design space. A smaller LBQueue size means pruning more



TABLE V
RECALL AND EARLY TERMINATION RATIO ACROSS THE SEVEN DATASETS

UNDER k=10 AND efSearch=500.

Metric Variant T2I WK GV DP PM W2V SF

Recall

FP16 97.19% 96.91% 83.36% 99.13% 86.90% 97.32% 98.93%
FPMA 95.58% 96.70% 82.85% 98.52% 84.90% 96.95% 98.85%
FP16+ET 97.00% 96.60% 82.65% 98.86% 86.50% 97.16% 97.33%
FPMA+ET 95.41% 96.39% 82.44% 98.23% 85.00% 96.83% 97.27%

ET Ratio FP16+ET 79.64% 81.74% 85.34% 84.06% 79.68% 82.69% 68.46%
FPMA+ET 79.64% 81.71% 85.33% 84.05% 79.35% 82.69% 68.45%

FPMA Influence Risk Update 1.49% 0.89% 1.11% 0.49% 4.11% 0.93% 0.51%
Flip Ratio 0.278% 0.104% 0.170% 0.124% 0.670% 0.141% 0.167%
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Fig. 22. Latency breakdown in ANSMET and MFNNS.

aggressively, which maximizes throughput but leaves recall
loss, whereas larger queues progressively recover recall for
consecutive screening. For efSearch = 30, a queue size of 86
already achieves a recall of 0.92, only 0.4% below the no-
loss upper bound of 0.924. Similarly, under efSearch = 40,
a queue size of 80 reaches 0.92 recall. These results show
that MFNNS does not depend on a narrow parameter point;
instead, it maintains a stable recall–throughput tradeoff across
a practical range of queue sizes.

4) Latency Breakdown: Figure 22 breaks down the end-to-
end query latency and attributes the overall speedup. Relative
to ANSMET, MFNNS reduces total latency by 30.51% on av-
erage for k = 10, corresponding to 1.49× speedup. Among all
components, distance computation sees the largest reduction,
decreasing by 55.38% on average, whereas index traversal
and polling-based result collection, which are mainly handled
by the host CPU, remain nearly unchanged. Specifically,
MFNNS improves the non-overlappable portion of the search
pipeline: FPMA and exponent-only screening jointly reduce
the compute workload that cannot be hidden by memory
access. Moreover, the smaller reduction in data movement,
in turn, reflects the benefit of the ET condition.

5) Memory Access Optimization: Figure 23 shows that
MFNNS improves the memory behavior by matching DRAM
layout to the asymmetric two-stage access pattern of ET and
full-distance calculation. By separating compact sign/exponent
metadata from mantissa payloads, MFNNS packs many more
metadata blocks into each 8192B row and allows the first ET
stage to repeatedly access dense metadata rows. This organi-
zation makes the open-row reuse more effective and reduces
row-buffer misses that would otherwise arise under the naive
full-vector layout. Across seven datasets, MFNNS lowers row
miss per read by 81.51% in geometric mean relative to NMP-
FPSA-ET and by 56.70% relative to ANSMET. These results
show that MFNNS converts ET-induced screening locality into
actual DRAM row locality.
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IX. RELATED WORK

Early Termination. Existing ET techniques prune candi-
dates at the vector, dimension, or bit/partial-distance level.
Vector-level methods [18], [20], [38], [39], [51] require learned
predictors or offline auxiliary structures, making them less
friendly to dynamic updates. Dimension-level and bit/partial-
distance-level methods either provide limited termination ef-
ficiency or introduce repeated FP multiply-accumulate opera-
tions for partial-distance updates.

Hardware-based GANNS Acceleration. CAGRA [9] op-
timizes GANNS by exploiting massive parallelism on GPU.
DF-GAS [52] improves ANNS throughput through customized
datapaths and parallel graph search on FPGA. DiskANN [53]
and PipeANN [54] reduce DRAM capacity pressure by placing
billion-scale datasets on SSDs. Near-SSD designs, including
VStore [55], NDSearch [56], SmartANNS [57], REIS [58],
and ICE [59], further move part of the search computation
closer to storage, but their effective bandwidth and latency
remain limited by the SSD interface compared with near-
memory processing. HeterRAG [17] accelerates RAG retrieval
by offloading distance evaluation to DRAM, while ANS-
MET [16] incorporates ET for GANNS. However, its ET
implementation relies on multiplication-heavy partial-distance
updates, limiting end-to-end efficiency.

X. CONCLUSION

This paper presented MFNNS, a multiplier-free near-
memory accelerator for GANNS that addresses the FP mul-
tiplication bottleneck in existing NMP designs. MFNNS
eliminates FP multipliers from distance evaluation and
ET through square-specialized FPMA and exponent-domain
order-preserving screening, while co-designing the NMP ar-
chitecture and data layout to reduce data accesses and overall
search cost. At 90% recall, MFNNS achieves average speedups
of 29.9× and 1.81× over the CPU and GPU baselines,
respectively, with corresponding energy-efficiency gains of
5.23× and 26.06×. Compared with the state-of-the-art NMP
accelerator, MFNNS delivers 1.8× higher throughput, 3.18×
better area efficiency, and 1.74× higher energy efficiency.
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APPENDIX A
ARTIFACT APPENDIX

A. Artifact Abstract

This artifact contains the source code and automated work-
flow for evaluating MFNNS, a multiplier-free near-memory ac-
celerator for graph-based approximate nearest-neighbor search
(ANNS). It includes a cycle-accurate simulator, dataset and in-
dex preparation utilities, CPU/GPU baseline implementations,
fixed experiment configurations, and scripts for reproducing
the key figures in the paper. The workflow reports retrieval
quality, performance, and energy statistics, and generates the
corresponding plots.

B. Artifact check-list (meta-information)

• Program: MFNNS simulator, HNSW CPU baseline, CAGRA
GPU baseline, BANG, ANSMET, and the evaluated NMP
design variants.

• Compilation: CMake, a C++20 compiler, CUDA, and Python.
• Datasets: Deep, GloVe, SIFT, Txt2Img, Word2Vec, Wiki, and

PubMed datasets at the scales evaluated in the paper.
• Run-time environment: Linux, GCC, CUDA 12, Python 3.10,

cuVS, CuPy, NumPy, and PyYAML.
• Hardware: An x86-64 server for simulation and CPU base-

lines; an NVIDIA GPU with at least 48 GiB memory for GPU
baselines. Billion-scale experiments need a server with 2TB
memory.

• Disk space required: Approximately 64 GiB for the standard
workflow; billion-scale experiments require 2 TB.

• Preparation time: Approximately three days to download the
datasets and build all indexes.

• Experiment time: Several hours with parallel execution.
Individual large-scale simulation cases may take up to one day.

• Publicly available: Yes.
• Workflow automation: Shell scripts, CMake, Python, Conda,

and optional Slurm submission.
• Archived DOI: https://doi.org/10.5281/zenodo.21551985

C. Description

1) How to access: The immutable artifact is archived at
Zenodo: https://doi.org/10.5281/zenodo.21551985. We
recommend you to access our GitHub repository for the latest
version: https://github.com/CLab-HKUST-GZ/micro59-mfn
ns. After extracting the archive, all commands below should
be executed from its root directory. The included README.md
describes the directory layout and the expected output.

2) Hardware and software dependencies: The simulator
and CPU experiments require Linux system, CMake, a C++20
compiler, Python 3, and at least 2 TB of memory. GPU
experiments require CUDA 12 and an NVIDIA GPU with at
least 48 GiB memory. The reference Python environment uses
Python 3.10 with cuVS, CuPy, NumPy, and PyYAML. The
simulator vendors its required C++ libraries in the artifact.

3) Datasets: The artifact provides download links, check-
sums, conversion utilities, and prepared-query specifications
for all evaluated datasets. The standard workflow uses the
seven non-billion-scale datasets. Billion-scale datasets are op-
tional because of their storage and host-memory requirements.

D. Installation and preparation

The environment and input preparation workflow is:
• dataset_prepare.sh: Downloads and verifies the

datasets, converts them to the required format, and pre-
pares the queries and ground truth.

• simulator_build.sh: Builds the MFNNS cycle-
accurate simulator and its dependencies.

• cpu_index_build.sh and
cagra/bang_index_build.sh: Build the indexes
required by the CPU and GPU baselines, respectively.

E. Experiment workflow

The artifact evaluation is organized into three main parts,
covering hardware verification, index construction, and the
reproduction of the paper results.

1. Functional verification of the MFNNS hardware:
1) Create the Environment: A pre-configured Docker im-

age is provided with the required SpinalHDL, SBT, and
RTL simulation dependencies.

2) Run Verification: Execute the complete functional test
suite to verify the conventional FPMA, the square FPMA,
and their bit-exact equivalence. The expected pass mes-
sages are listed in the corresponding README.

2. Index construction and Table V reproduction:
1) Prepare Data and Indexes: Use the scripts in script/

to prepare the datasets and build the required CPU,
BANG, and CAGRA indexes. Environment and storage
requirements are documented in mfnns_hnswlib/ and
GPU_Baseline/.

2) Run Evaluation: Execute run_figureXX.sh. The
data, detailed statistics, and logs are generated.

3. Simulator evaluation and figure reproduction:
1) Validate or Run Experiments: Follow the figure-specific

instructions under ae/figureXX/. Archived results
can be checked directly, while new simulator measure-
ments can be executed locally or submitted as indepen-
dent Slurm jobs.

2) Generate Figures: Run the command listed
in README. The validated data, summaries,
and final PDF/PNG figures are generated under
ae/figureXX/output/.

F. Evaluation and expected results

A successful run creates a separate output directory for each
figure, containing the exact commands, configuration files,
raw logs, machine-readable statistics, and the reproduced plot.
The evaluation scripts check that all formal runs process the
expected queries and satisfy the matched-recall target used in
the paper. Absolute GPU timing may vary across machines, but
the recall targets, relative performance ordering, and principal
efficiency trends should agree with the reported results.

https://doi.org/10.5281/zenodo.21551985
https://doi.org/10.5281/zenodo.21551985
https://github.com/CLab-HKUST-GZ/micro59-mfnns
https://github.com/CLab-HKUST-GZ/micro59-mfnns
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